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Abstract 
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 Engineers are increasingly relying on simulation to augment and, in some cases, 

replace large amounts of experimental work. However, current simulation capabilities are 

sometimes inadequate to capture phenomena of interest. In tracked vehicle analysis, for 

example, the interaction of the track with granular terrain has been difficult to characterize 

through simulation. This thesis addresses limitations such as this by developing a simulation 

framework that, drawing on the potential of graphics processing units (GPUs), is capable of 

simulating up to one million rigid bodies interacting through contact and friction. With this 

capability, it is possible to simulate tracked vehicles operating on terrain which is modeled as 

discrete granular particles instead of representing terrain using empirical models which 

capture sinkage and shear on a coarse grid. 

 This work expands current simulation capabilities by leveraging parallel computing 

hardware in the form of the GPU and new parallel algorithms to speed up the solution of two 

important components of multibody dynamics simulation, the collision detection problem 

and the rigid body dynamics problem. Collision detection is performed by relying on a 
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spatial subdivision method which divides the simulation domain into smaller cells and 

searches for collisions within each cell in parallel. A method called spherical decomposition 

is also developed for representing the geometry of complex rigid bodies as a union of 

spheres. In this manner, fast parallel collision detection among spheres can be used to find 

collisions between bodies of arbitrary shape. The dynamics problem is formulated as a 

differential variational inequality (DVI) problem. The solution of the DVI is formulated as a 

cone complementarity problem (CCP) which is solved in parallel by an iterative method. The 

algorithm is capable of approximating the time evolution of multibody systems with many 

thousands of bodies interacting through both contact and bilateral constraints.  

 The simulation capability is demonstrated by considering the analysis of a tracked 

vehicle operating on deformable terrain. Several methods of generating granular terrain 

models from various terrain profile inputs are described. A moving bounding box is utilized 

to simulate terrain particles only in the vicinity of the vehicle. This allows higher fidelity 

terrain models to be used because no computational effort is wasted simulating particles far 

from the vehicle. All developments described in this work are implemented in the physics 

engine Chrono::Engine, which is used to perform several simulations of a representative 

tracked vehicle operating on gravel-like terrain. 
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Chapter 1 

Introduction and Problem Statement 

1 Introduction and Problem Statement 
Engineers have been increasingly relying on computer simulation when performing 

design and analysis tasks. The ability to replace costly prototypes and physical testing with 

virtual testing in a simulation environment not only saves money but can also allow a much 

wider range of experiments to be performed. The increasing use of computer simulation is 

due, in part, to the steadily increasing computing power available today which allows faster, 

larger, and more accurate simulations to be carried out. Two important aspects of computer 

simulation directly affect the role of computer simulation in engineering fields. First, 

computer simulations must accurately capture the phenomena of interest. Second, computer 

simulations should be rapid enough so that a wide array of scenarios can be used to gather as 

much data as possible regarding the simulated system. 

Tracked vehicle analysis is one area that has benefited from recent advancements in 

computational power. In the past, it has been very difficult to accurately model the terrain 

and resulting vehicle-terrain interaction. However, the recent advent of affordable massively 

parallel computing hardware in the form of the graphics processing unit (GPU) has opened 

the door to the application of new algorithms that characterize the terrain as a set of discrete 

elements interacting with each other through friction and contact. This represents a dramatic 

shift from previous terrain models, which typically represent terrain as completely rigid or 

use empirical models to capture sinkage and shear on a coarse grid.  
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In the past, a discrete-element based approach would have been impossible due to the 

fact that one cubic meter of sand, for example, contains about 1.5 billion particles. However, 

the advent of new computational hardware and algorithms which leverage this parallel 

hardware make very large simulations possible. In fact, the size of tractable problems is 

quickly approaching that which is necessary to simulate significant amounts of granular 

material. Therefore, it is desired to formulate a framework which will allow the simulation of 

tracked vehicles operating on granular terrain such as gravel or sand.  

This work seeks to address several issues related to the simulation of tracked vehicles on 

granular terrain. First, parallelism is leveraged to speed up (i) the determination of contacts 

between a collection of spheres and (ii) the solution of a dynamics problem given a set of 

contacts and other constraints on the bodies in the simulation. Next, a method called 

spherical decomposition is developed to allow fast collision detection for bodies of arbitrary 

complex shape. Finally, methods of generating complex granular terrain profiles are 

explored. These terrain models are then used with a model of a tracked vehicle to perform 

dynamics analysis of the combined vehicle-terrain system.  
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Chapter 2 

Graphics Processing Unit Computing 

2 Graphics Processing Unit Computing 

In the realm of computational science, parallel computing has become an important tool. 

Parallel computing can greatly improve the speed with which numerical simulations can be 

performed. In traditional serial processing, computations are performed sequentially, one 

after another. In parallel computing, many computations can be performed at the same time 

by many different processing threads. In this way, parallel computing can dramatically 

decrease the time required to complete a given amount of computational work.  

For example, consider the addition of two vectors of length N. The total number of 

operations which must be performed is also N, as the elements of one array are added to the 

corresponding elements of the other array. Assume that the amount of time required to 

perform a single addition operation is tadd. In a serial architecture, the total time to perform N 

additions is N·tadd. In a parallel architecture where Np operations can be performed in parallel 

the total time to perform N additions is N·tadd/Np. Although this example is extremely simple 

and neglects some important considerations which must be made when parallelizing more 

complicated algorithms, it demonstrates the benefit of parallel computation. Parallel 

computation is becoming an important tool in engineering fields as data sets become larger 

and numerical models become more complex. Parallel computing has a low cost of entry 

when using the graphics processing unit (GPU) due to the GPU’s wide-spread use in home 
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computers. The GPU provides a computational-power to cost ratio which is better than 

cluster-computing or super-computing.  

One important consideration regarding parallel computing is related to the limits on the 

performance improvement which can be achieved. Amdahl’s law [1] defines the speedup 

which can be achieved as a function of the percentage of the algorithm that can be 

parallelized, P, and the number of parallel processors, N.  

 

( )

1

1

speedup
P

P
N

=

− +

 

Clearly, the speedup can be improved by increasing the number of processors or by 

increasing the percentage of the code which has been parallelized. This demonstrates the 

importance of designing algorithms which require minimal amounts of serial code.   

2.1 GPU Hardware 

Parallel computing can be implemented quickly and at low cost through the use of the 

graphics processing unit (GPU). The graphics processing unit was designed to be used by 

computers to aid in the display of complex graphics, most commonly in video games and 

solid modeling programs. These applications require high frame rates and the ability to 

process and display hundreds of thousands of polygons in each frame. Therefore, the 

structure of the GPU is such that many simple calculations can be performed simultaneously. 

Computational performance is often expressed by considering the rate at which FLoating-

point OPerations can be performed (FLOP rate). Figure 2.1 demonstrates how GPUs can 

perform calculations more much more quickly than the serial central processing unit (CPU) 
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[2]. It is important to note, however, that the speeds reported for the GPU represent 

computations performed in single precision while the speeds reported for the CPU represent 

double precision. For some applications single precision is accurate enough, while others 

require double precision. The GPU is currently slower by about a factor of four when 

performing double precision arithmetic. However, this gap will be closed significantly when 

NVIDIA releases next-generation hardware called Fermi [3].  

 

Figure 2.1: Speed comparison between GPUs and CPUs in terms of FLOP rate [2]. 

 

The hardware structure of the GPU leads to its speed advantage. The computational 

paradigm of the GPU is called single-instruction multiple data (SIMD). As a SIMD device, 

the GPU works by performing the same computation on multiple data elements 

simultaneously. To describe the physical structure of the GPU, the NVIDIA TESLA C1060 

GPU will be used as an example. This GPU has one stream processor array (SPA) which is 

composed of ten texture processor clusters (TPC). Each TPC has three stream 
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multiprocessors (SM), each of which has eight scalar processors (SP). In total, the TESLA 

card has 240 scalar processors [4]. See Figure 2.2 for a diagram of the GPU hardware. 

 

 

Figure 2.2: Hardware structure of GPU. 

 

The second important aspect of GPU hardware is that of the memory space. The memory 

on the GPU is divided into several types, each with different access patterns. Note that details 

of program structure, such as threads, blocks, and grids will be described in the following 

section. 

• Registers (read/write per thread): Used to hold temporary data while performing 

computations. Each computational thread has its own registers. 

• Shared memory (read/write per block): Used to hold data which needs to be shared by 

the threads grouped together in a block. 
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• Global memory (read/write per grid): Used to hold input and output data, accessible 

by all threads. 

• Constant memory (read only per grid): Used to hold constants, accessible by all 

threads. 

• Texture memory (read only per grid): Used to hold data arranged in a 2D grid, 

accessible by all threads. 

 

Global, constant, and texture memories can also be read by and written to by the CPU, or 

host. The access speed varies with memory type as well. For example, registers and shared 

memory are dedicated hardware with good locality to the thread and can be accessed almost 

immediately, while global memory is far from the processor and can take up to two orders of 

magnitude longer to access than shared memory. Constant and texture memories can take as 

long as global memory, but these memories are cached and can be almost as fast as shared 

memory depending on cache locality [2]. Figure 2.3 illustrates the memory space of a GPU. 

Note that the GPU is connected to the CPU through a PCI Express 2.0 x16 connection. While 

this connection has a transfer rate of 8 GB/s in each direction, the time required to transfer 

data to and from the device can be significant. 
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Figure 2.3: Memory structure of GPU [2]. 

2.2 GPU Software 

In the work presented here, the GPU was programmed through the use of NVIDIA’s 

Compute Unified Device Architecture (CUDA) software development kit (SDK). The 

CUDA SDK provides a collection of tools which can be used to execute C code on the GPU 

device. CUDA code is organized into functions, or kernels, which run on the device. These 

kernels are launched by the host as a grid of blocks. Each block is a collection of threads that 

can cooperate with each other through shared memory [2]. Figure 2.4 demonstrates the 

computational flow in a CUDA program. Parallelism is exploited on a thread basis because 

each thread executes the same instructions as defined in the kernel.  
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Figure 2.4: Structure of CUDA program [2]. 

 

For optimal performance, several important considerations must be made when writing 

code to be executed on the GPU. First, recall that the GPU is a SIMD device. Therefore, each 

thread should execute identical operations on different data. While conditionals can be used 

to cause different threads to perform different computations, their use will adversely affect 

performance. Next, recall the bandwidth limit on moving data to and from the device. 

Frequently moving large amounts of data to and from the device will impact performance. 

Finally, memory access patterns on the device can also affect performance. For example, 

threads in the same block can cooperate through shared memory, but threads in different 

blocks cannot cooperate. If the amount of data required by a kernel is high, shared memory 

and registers may not be sufficient and relying on much slower global memory may be 
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required, significantly slowing down the computation. Finally, performance can suffer if 

threads do not process data in adjacent locations. Following these considerations will help 

achieve best performance from a parallel algorithm.  

2.3 Example Applications 

Parallel computing has been used to speed up computation in many fields ranging from 

computer graphics and image processing to physics simulation. The scope of problems 

addressed with parallel computing has increased as GPU programming has become more 

advanced. Originally, GPUs were designed to display complex graphics. Therefore, most 

initial parallel algorithms were related to image processing and rendering. Advanced 

rendering effects performed by the GPU include global illumination, light scattering, and 

specular reflection [5]. As general purpose GPU programming became possible, more 

general computations were mapped to the GPU. For example, numerical methods such as 

scan and sort algorithms [6, 7] have been implemented in parallel along with common linear 

algebra operations and Fast Fourier Transforms in CUBLAS and CUFFT respectively [8, 9]. 

In recent years, more complex algorithms have been mapped to GPUs to take advantage of 

their parallel computing power. Fluid simulation, N-Body simulation, and data 

encryption/decryption have all demonstrated improved speed when performed in parallel [5]. 
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Chapter 3 

Collision Detection on the GPU 

3 Collision Detection on the GPU 

Collision detection is an important part of any simulation package designed to 

approximate the dynamics of rigid bodies interacting through contact and friction. In close 

packed granular flows, the total number of contacts can be six to eight times the number of 

rigid bodies in the simulation. In fact, the collision detection problem can be a bottleneck in a 

physical system involving many bodies. For example, one cubic meter of sand, which can 

contain 1.5 billion particles, could have nearly 10 billion contacts. Therefore, it is clearly in 

the best interest of simulation performance to increase the speed with which the collision 

detection problem can be solved. To accomplish this task, a parallel algorithm was 

implemented to quickly identify colliding bodies and compute the data associated with each 

collision including collision points, collision normal, and collision distance. A schematic of a 

collision, along with the contact data structure, can be seen in Figure 3.1. For consistency, the 

collision normal is always directed from the body of lower index to the body of higher index. 

 

Figure 3.1: Schematic of contact between two spheres and associated contact data structure. 
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3.1 Spatial Subdivision 

The method leveraged to speed up the collision detection problem is based on spatial 

subdivision. The method described here is an extension of the work presented in [10]. The 

extended method has been described in [11]. In spatial subdivision, the volume occupied by 

the bodies in the simulation is divided up into many smaller bins, creating a three 

dimensional grid of bins. These bins are subsequently processed in parallel, with one thread 

per bin, performing a brute force search for collisions among all the bodies in a given bin. 

The bin size is chosen such that, on average, there are four to five bodies in each bin. When 

the number of bodies per bin is small, the brute force search can be performed quickly.  

3.1.1 Algorithmic Details 

The spatial subdivision algorithm was implemented to run in parallel using 

NVIDIA’s CUDA toolkit. The algorithm is capable of finding colliding pairs and associated 

contact data (contact points, contact normals, and contact distances) for spheres of varying 

radii. Efforts were made to keep the code as general and extensible as possible to allow for 

possible future support of more complicated geometry primitives. The main steps of the 

algorithm are described in the following subsections. While the algorithm has been 

implemented for fully 3D systems, a 2D example will be used throughout the following 

sections for simplicity. 

3.1.1.1 Preprocessing 

Some preprocessing is required before starting the collision detection process. For 

example, input data must be organized and copied to the GPU for later use. The bounds of 
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the volume occupied by bodies in the simulation must be determined. Finally, the bin size 

must be defined for later use. Consider the 2D example in Figure 3.2, where the extents of 

the occupied space and the bin size have been set. 

 

Figure 3.2: Example of 2D spatially subdivided space. 

3.1.1.2 Parallel Bin Counting Per Body 

The first step of the CD process is to determine how many bins a given object 

intersects. For spheres, this is relatively simple once the sphere radius and bin size are 

known. This process is performed in parallel for each body in the simulation, with one 

computational thread per body. Each body saves the number of bins it touches to an array T, 

whose size is the number of bodies in the simulation, N. 
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Figure 3.3: Counting the number of bin intersections per body. 

3.1.1.3 Parallel Scan Bin Data 

The next step is to perform an inclusive parallel prefix sum, or scan, on the array T. 

The scan operation takes an array as input, and returns an array of the same length where 

each element in the array is the sum of all entries in the array up to and including the current 

element [12]. 

[ ]1210 ,,, −Naaaa �  

( ) ( ) ( )[ ]110210100 ,,, −++++++ Naaaaaaaaa ��  

 

This implementation utilizes the Thrust template library scan algorithm [13]. The 

result of the scan operation is an array S, which has two uses. First, the final element in S is 

the total number of body-to-bin intersections in the system and will be used for allocating 

data in a future step. Second, each element of S can be used as an offset when accessing 

memory in a later step. See Figure 3.4 for an example using the 2D setup from Figure 3.2. 

 

Figure 3.4: Input to and output of scan operation performed on bin data. 



15 

 

3.1.1.4 Parallel Binning Per Body 

After determining the number of body-to-bin intersections, the next step is to 

explicitly determine which bins each body intersects. To do this, an array B is allocated with 

length equal to the total number of body-to-bin intersections determined in the previous step. 

This array is populated in parallel, and each element of B is a key-value pair of integers 

where the key is the bin ID and the value is the ID of the intersection body. A 3D hash 

function ensures that each bin has a unique ID. The process of filling the array B is largely 

the same as the bin intersection counting step, except that the offsets held in array S are used 

to store data at the correct location in B.  

 

Figure 3.5: Array B, after identifying which bins each body intersects. 

3.1.1.5 Parallel Radix Sort 

The key-value array B is sorted by its key values. This stage uses a GPU based 

parallel radix sort algorithm [7]. Radix sort is an efficient algorithm which can sort an array 

of length n in O(n) time. The method sorts keys based on their actual bits rather than their 

integer values. After sorting, the array B is reordered such that identical bin IDs are grouped 

together (see Figure 3.6). This effectively inverts the previous body-to-bin mapping to a bin-

to-body mapping. 
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Figure 3.6: Array B, after sorting by bin ID using radix sort. 

3.1.1.6 Parallel Body Counting Per Bin 

While the elements of array B are grouped by bin ID, the number of objects per bin 

must still be determined. This step is performed in parallel per element of the array B. Each 

bin ID is compared to the previous bin ID in the list. If the values differ, the start of a bin has 

been identified. The output of this step is held in array C, which is an array of key-value pairs 

of length equal to the total number of bins in the 3D grid. When the start of a bin is found, 

the number of bodies in the bin and the starting index of the bin in array B are written as the 

key and value respectively at the element in C corresponding to the bin ID. At the end of this 

step, each element of array C contains the number of bodies in a single bin and the associated 

index into the sorted array B. If a bin is found to contain zero or one body, the number of 

bodies in that bin is set to 0xffffffff, a representation of the largest integer in a 32 bit x86 

architecture. This will assist in sorting in the next step to ensure that computation time is not 

wasted by searching for collisions in a bin containing one or fewer bodies.  
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Figure 3.7: Array C, containing the number of bodies in each bin (key) and associated indices into array 

B (value). 

3.1.1.7 Parallel Radix Sort for Load Balancing 

Due to some considerations of efficient GPU computing, it is desirable to avoid 

processing empty bins at the same time as bins with many bodies. Therefore, a parallel radix 

sort [7] is used on array C, sorting the array by the number of bodies per bin (the key). In this 

manner, all bins which contain zero or one body (with value 0xffffffff) are moved to the end 

of the array. The last location in array C with a valid value (before those with value 

0xffffffff) is found and represents the total number of active bins. Now, empty bins and bins 

with one body can be discarded and no computational power will be wasted searching for 

collisions in bins which are guaranteed to have none. 

 

Figure 3.8: Array C after sorting by number of bodies per bin. Bins which do not need to be processed 

can now be discarded. 
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3.1.1.8 Parallel Count Collisions per Bin 

In this stage, the total number of collisions is counted. Parallelism is leveraged on a 

per-bin basis (one thread per bin). At this point, the number of bodies per bin should be 

relatively small (2-5) so a brute force search for collisions within a single bin should be fast. 

An array D is created with length equal to the number of active bins. Each thread uses the 

bin-start-indices in array C to determine which body IDs are within the current bin. Each 

body is checked for collision against all other bodies in the bin. The total number of 

collisions in the bin is written by each thread into the array D. Because all bodies are spheres 

in this implementation, identifying contacts simply requires computing the distance between 

the centroids of the two objects and comparing to the sum of the radii of the two spheres. 

Special care must be taken in this step to ensure that each contact is only counted once. It is 

possible that two bins are each intersected by the same pair of two bodies. Collision between 

these two bodies will be checked twice, once each by the tread associated with each bin. 

Therefore, the collision is only counted if the midpoint of the line connecting the collision 

point on each body is contained in the current bin (see Figure 3.9). This ensures that contacts 

are counted only once.  
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Figure 3.9: Example of collision which will be checked in multiple bins, and midpoint method to 

determine ownership. 

3.1.1.9 Parallel Scan Collision Data 

A parallel scan is again performed using Thrust [13], this time on the array D. The 

resulting array E has the total number of collisions in the system as its last value. 

Additionally, the elements of array E represent indices which can be used to write collision 

data to appropriate locations in the next step.  

3.1.1.10 Parallel Compute Collision Data Per Bin 

In this final step, the actual collision data is computed and stored in parallel on a per-

bin basis. An array F of contact data structures is allocated with length equal to the total 

number of contacts in the system (last element of E). Collision pairs are found in the same 

manner as they were when counting collisions per bin (section 3.1.1.8). The values in array E 

represent the index into array F where the first collision of a given bin should be written. The 
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typical contact data consists of the IDs of the colliding bodies, the contact point on each 

body, the contact normal direction, and the contact or penetration distance.  

 

Figure 3.10: Contact points a-i in associated bins. 

3.1.2 Testing and Performance 

The method described here was implemented to run on the GPU using NVIDIA’s 

CUDA. An open-source physics engine called Bullet [14] was used for validation and speed 

comparison. Tests were performed on a single NVIDIA TESLA C1060 GPU with 4096 

megabytes of memory and 240 scalar processors.  

Input data was created by randomly distributing spheres of varying radii in the 3D 

simulation space. For each test, the spatial subdivision and Bullet collision detection 

algorithms were applied and results were compared to ensure that the same collisions were 

found. The number of bodies was varied to create different numbers of contacts. Results 

showed that the required computation time scaled linearly with the number of collisions 

when using the GPU spatial subdivision method. Additionally, the spatial subdivision 

method was found to be over 180x faster than the serial implementation in Bullet. Figure 
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3.11 shows the relative speedup of the parallel algorithm when compared to the serial 

implementation in Bullet. Figure 3.12 shows the computation time required to solve collision 

problems of various sizes.  

 

Figure 3.11: Relative speedup of parallel GPU algorithm compared to serial algorithm in Bullet Physics 

Library. 

 

 

 
Figure 3.12: Computation time of parallel spherical decomposition algorithm using single GPU. 
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3.2 Spherical Decomposition 

The parallel collision detection algorithm previously described was limited to solving 

for collisions among simple spheres. Simple scenarios, such as simulating the flow of 

granular material out of a hopper, would be possible, but more complicated simulations, such 

as the dynamics of digging into granular material with a shovel, would be impossible due to 

the complex geometry of the shovel. To overcome this obstacle a method was required to 

determine collision data between non-spherical geometries. For this purpose a method was 

created to approximate complex geometries as a union of spheres, allowing fast parallel 

collision detection for complex geometries. As an example, Figure 3.13 shows the 

approximate sphere set geometry used for collision detection along with the original exact 

geometry. 

 

Figure 3.13: Sphere-set collision geometry with original geometry of track shoe 
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Approximate collision geometry is created from the original geometry through a three 

step process. First, the surface of the original geometry is meshed with triangular elements. 

Next, a single sphere is fit through the three vertices of each triangle. Finally, the sphere-set 

is checked for accuracy and refinement is performed. All steps of the process will be 

illustrated with the example of the track shoe seen in Figure 3.13. 

3.2.1 Preprocessing 

The preprocessing steps consist of all work which must be done to prepare the model 

for sphere-fitting, where the model is padded with spheres to approximate the geometry.  

3.2.1.1 Geometry Creation and Modification 

It is assumed that the original geometry exists as a solid model in SolidWorks, as in 

Figure 3.14. Sphere-fitting can be performed on single parts only, so each part of an 

assembly must be considered separately. Additionally, the center of mass of the part must be 

at the global origin. If the part was created away from the global origin, care must be taken to 

translate the part so that its center of mass coincides with the global origin. This step ensures 

that the location of each sphere in the sphere-set is expressed relative to the CM of the part.  
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Figure 3.14: Track shoe geometry in SolidWorks. 

 

Another optional step can be performed at this time. If applicable, the original 

geometry can be simplified before the sphere-set is generated. In this manner, unimportant 

aspects of the geometry which may adversely affect the speed of the simulation can be 

removed. For example, consider threaded holes for fasteners. The holes could be removed 

from the collision geometry if it could be determined that nothing in the simulation would 

contact the interior of the hole. In this way, one could use fewer spheres in the sphere-set to 

allow the simulation to run more quickly, or one could instead dedicate the spheres which 

would have been used to represent the interior of the hole to more accurately approximating 

the more important portions of the surface of the part. 

Once the geometry has been verified, centered at the global origin, and simplified, the 

geometry must be exported from SolidWorks in the IGES format. This file format is used 

because it is compatible with the software used in the next step. 
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3.2.1.2 Surface Meshing 

With the geometry saved in an IGES format, the surface meshing can be performed. 

A program called Cubit [15] was used for meshing. First, the IGES file is imported into 

Cubit. The default import options are sufficient.  

Meshing begins by setting the mesh seed size. In the graphic user interface (GUI), the 

Mode is set to ‘Meshing’, the Entity is set to ‘Surface’, and the Action is set to ‘Intervals’. 

After clicking in the ‘Select Surfaces’ box (see Figure 3.15), all faces can be selected by 

holding down the Ctrl key and clicking on each face. An appropriate mesh seed size can then 

be entered in the ‘Size’ box and applied. 

 

 

Figure 3.15: Location of Select Surfaces box when setting mesh seed size. 

 

Next, in the GUI menu on the right, the Action element can be changed from 

‘Intervals’ to ‘Mesh’. All faces should still be selected and should appear in the ‘Select 
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Entities to Mesh’ box. In the ‘Select Meshing Scheme’ dropdown box, select ‘TriMesh’. The 

mesh can be created by clicking ‘Apply Scheme’, and then clicking ‘Mesh’. Figure 3.16 

shows the model after setting the mesh seed and before applying the scheme and meshing. 

 

 

Figure 3.16: Track shoe model after setting mesh seed. The model is ready to be meshed. 

 

The final step in the surface meshing process is exporting the mesh. To export, the 

surfaces of the model must be grouped in a block. In the GUI, the Mode should be changed 

to ‘Materials and BCs’, and the Entity should be set to ‘Blocks’. The radio button for 

‘Surface’ should be selected. After clicking in the ‘ID(s)’ box, all faces should be selected 

while holding Ctrl. Note the number in the ‘Block ID’ box, and click Apply (see Figure 

3.17). 

 



27 

 

 

Figure 3.17: Track shoe model after meshing, ready for grouping and export. 

 

Finally, the mesh can be exported by navigating to File>>Export. The ‘Save as Type’ 

should be set to ‘Abaqus (*.inp*)’ before saving. 

3.2.1.3 File Format Conversion 

With the surface mesh created, file format compatibility must again be considered. In 

this case, the sphere-fitting algorithm expects input in the *.OBJ file format. The conversion 

between *.INP and *.OBJ is straight forward. The first section of the *.INP file contains 

vertex data. Each line has the vertex ID number from 1 to Nvertices followed by the x, y, z 

location of the vertex. The second section of the *.INP file contains facet data. Each line has 

the facet ID number from 1 to Nfacets followed by the three ID numbers which make up the 

triangular facet. The *.OBJ file also contains two parts. The first section consists of vertex 

data, where each line represents one vertex with a ‘v’ flag followed by the x, y, z location of 
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the vertex. Vertex ID numbers are implicit in the order of the list, and run from 0 to (Nvertices-

1). The second section consists of facet data. Each line represents one facet with an ‘f’ flag 

followed by the list of three vertex ID numbers which make up the triangular facet. In both 

file formats, the outward surface normal of each facet is captured by the right hand rule in the 

order of the vertices for the given face. The file format conversion requires reading the *.INP 

file and writing the data to a new *.OBJ file while adjusting the ID numbers to account for 

the difference in starting index. This method was implemented in Matlab.  

Note that the process of saving the mesh as a *.INP file and converting to *.OBJ is 

required only due to the fact that the meshing software, Cubit, cannot output a *.OBJ file 

natively. It is possible that a similar meshing software could be used to generate the surface 

mesh and save a *.OBJ file directly for later processing by the sphere fitting algorithm. 

3.2.2 Sphere Fitting 

With the surface mesh created, the sphere-set can be created. A Matlab script was 

created to implement the method which will be described in this section.  

Each triangular facet of the mesh is processed in serial. A single sphere is fit through 

the three vertices of each triangle. It is important to note that three points in space do not 

define a unique sphere (see Figure 3.18), so another piece of data is required to fix the 

sphere, a process which will be described later. The algorithm proceeds as follows. 
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Figure 3.18: Example of three different spheres fit to the same triangle. 

 

Assume that the triangle is described by the three points P, Q, and R at locations (xp, 

yp, zp), (xq, yq, zq), and (xr, yr, zr) respectively. The surface normal of the triangle is encoded 

by the right hand rule in the order of the vertices.  

 

Vectors V and W in the plane defined by P, Q, and R are computed as follows. 

PRW

PQV

−=

−=
�

�

 

 

Vector N, which is normal to the plane of the triangle, is computed as the cross product of V 

and W. 

WVN
���

×=  
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Figure 3.19: Schematic of triangle PQR with normal N. 

 

Points M1 and M2 are the midpoints of line segments PQ and PR respectively. 
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Vectors D1 and D2 represent the directions normal to the vectors V and W, in the plane of the 

triangle. 
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The perpendicular bisecting lines are expressed as L1 and L2. 
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Figure 3.20: Construction of perpendicular bisecting lines. 

 

The intersection of lines L1 and L2 represents the center of the sphere of minimum radius 

which passes through all three vertices.  

222111 DtMDtM +=+  

 

This vector equation contains three equations and the two unknown parameters t1 and t2. Any 

two of the equations can be used to solve the system. For example, using the x and y 

components yields the following equations.  
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These equations can be used to solve for the parameters t1 and t2. Finally, the center point of 

the minimum sphere can be expressed as follows. 

111 DtMC +=  
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Figure 3.21: Center point C and circle of minimum radius through P, R, and Q. 

 

The sphere center can be placed at any location on the line S which passes through C with 

direction N. 

pNCS +=  

 

 

Figure 3.22: Line S on which the center of the sphere must be placed. Choosing a location farther from 

the point C results in a sphere of larger radius. 

 

It is important to consider the effect of the location of the sphere center on the line S. 

As the center of the sphere moves away from point C the sphere gets larger and the curvature 
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of the surface decreases. Fitting a sphere of larger radius better approximates the plane of the 

triangle, but using a sphere with too large of a radius may cause errors elsewhere in the 

model. For example, consider a part with a thin cross-section. In this case, care should be 

taken so that the radii of all spheres are less than or equal to the thickness of the cross-

section. A relative measure of the distance from the sphere center to the triangle plane was 

used to set the location and size of the spheres in the sphere set. The selected ratio, f, is the 

ratio of the distance from the center to the triangle plane to the radius of the sphere (see 

Figure 3.23). This value was constant for all spheres in a given model. With the ratio f=0 all 

spheres are of minimum size but maximum penetration. As the ratio f tends to 1 the radius 

tends to infinity, minimizing the penetration error at the current triangle but likely creating 

large penetration errors elsewhere.  

 

Figure 3.23: 2D schematic of location ratio f=d/r. 

 

The process of solving the previous equation for the parameter p which results in the 

desired ratio f is iterative. First, the location of the center is initialized to the location of the 

minimum-radius sphere (f=0) and the radius is initialized appropriately. Iteration proceeds 

until the difference between the current ratio, fc, and the target ratio, ft, is below a small 
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tolerance value. In each iteration, a new distance, d, is computed by multiplying the target 

ratio by the current radius. The parameter p can then be computed by dividing d by the length 

of the surface normal N. The position of the center can be computed by Csphere=Ctri-pN where 

Csphere is the center of the sphere and Ctri is the center of the minimum radius sphere. The 

radius, r, of the sphere can be computed by finding the distance between Csphere and point P, 

for example. Finally, the current value of the ratio, fc, is updated as fc=d/r and iteration 

repeats as necessary. See Figure 3.24 for pseudo-code of the sphere fitting algorithm. 

 

 

Figure 3.24: Pseudo-code for sphere fitting algorithm. 

 

The previous steps are performed for each triangle in the surface mesh of the part. 

The number of spheres in the mesh and the location of the center and the radius of each 

sphere can be output to a text file for later use in the simulation. 
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3.2.3 Refinement 

As described previously, the process of submerging the center of the sphere below the 

plane of the triangle results in an approximated surface which is smoother. However, the 

submerged sphere may protrude from other triangular faces depending on the geometry of 

the part. This problem is easiest to identify and predict near sharp edges of the model. 

Therefore, an optional step was added which can refine the sphere set to reduce the 

possibility of errors occurring near sharp edges. 

 

 

Figure 3.25: Image on left (f=0) shows less smooth surfaces, while image on right (f=0.8) shows smoother 

surfaces but more error near sharp edges. 

3.2.3.1 Sharp Edge Identification 

Sharp edges are identified by comparing the surface normals of adjacent triangles. 

Each triangle is processed in serial. For each triangle, a search is performed to determine 

which other triangles share one or more of the triangle's vertices. The surface normal of each 

face on the list is compared to the current triangle. If the angle between the normals is greater 
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than a certain threshold value, then the faces are added to a list of sharp-edge faces for later 

processing.  

3.2.3.2 Mesh Refinement 

All faces in the list of sharp-edge faces are processed for refinement. The single large 

triangle is reduced to four smaller triangles. First, the midpoint of each edge of the triangle is 

computed and added to the list of vertices in the triangle mesh. Then, the original triangle is 

removed from the mesh and four smaller triangles are added, made from the combination of 

the original three vertices and the three new midpoint vertices. 

 

 

Figure 3.26: Subdivision of large triangle into four smaller triangles. 

3.2.3.3 Sphere Refitting 

The new triangles must be processed to fit spheres to the new smaller triangles in the 

same way as the original triangles. The steps described in the previous sections are again 

applied to fit new spheres. The resulting sphere set has smaller spheres near the sharp edges 

and larger spheres in the center of the smooth faces. In general, the value of the center ratio, 

f, was set to 0.7 when generating the original sphere-set. When fitting the refined spheres, the 

center ratio was usually set to 0. Setting the center ratio to zero causes larger penetration in a 

relative sense, but, because the sphere is smaller, the absolute penetration is still smaller than 



37 

 

the original large spheres which were replaced by the refined spheres. It was determined by 

trial and error that this methodology gave the best results in a qualitative sense. 

 

 

Figure 3.27: Clockwise from top left (a) original sphere set, (b) original spheres belonging to triangles 

near sharp edges, (c) refined spheres near sharp edges (d) new sphere set with better accuracy near sharp 

edges. 

 

3.3 Dealing with Redundant Contacts 

When performing collision detection between multiple compound bodies, it is possible 

that many contacts will be identified between the same pair of bodies. For example, consider 
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two boxes for which sphere-set collision geometries have been generated. If these boxes 

contact each other face-to-face, there could be hundreds or thousands of contacts between the 

bodies, all with similar contact distances and normals. In the dynamics solver, these contacts 

are essentially redundant and will lead to poor convergence in the iterative method. In fact, 

not all of these contacts are actually necessary to capture the interaction between the two 

boxes. Therefore, some subset of all contacts acting between two bodies should be used to 

characterize the interaction of compound bodies. 

To accomplish this task, a random subset of the collisions is chosen for each pair of 

contacting bodies.  After computing all contacts between bodies, the contacts are sorted by 

the IDs of colliding bodies to group together contacts between the same pairs of bodies. The 

number of colliding pairs and the number of collisions between each unique pair are 

computed in parallel. If the number of contacts between two bodies is greater than the max 

allowed, the collisions must be reduced. 

To reduce the contacts, an array with length equal to the number of contacts between 

the pair of bodies is created. Each element of this array is populated with a value equal to its 

index. This array is scrambled by swapping each entry with a random entry. Finally, the 

desired number of contacts can be used by selecting them from the beginning of the array. 

This method has been used in all simulations in this work. The maximum number of contacts 

between a given pair of bodies was selected as eight based on trial-and-error. 
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Chapter 4 

Multibody Dynamics Problem 

4 Multibody Dynamics Problem 

After solving the collision detection problem, the second major component of massively 

multibody dynamics simulations is the solution of the equations of motion of the system. A 

formulation of the dynamics problem based on a differential variational inequality (DVI) was 

used for several reasons [16]. It allows larger step sizes than competing methods like the 

penalty method. Additionally, a parallel implementation further increased the size of 

tractable problems and the speed with which they can be solved. The following sections will 

detail the formulation of the dynamics problem and the parallel implementation that has been 

used to solve for the dynamics of a system with one million rigid bodies [17]. The following 

algorithm has been implemented in the physics engine Chrono::Engine, created by Professor 

Alessandro Tasora at the University of Parma, Italy [18]. 

4.1 Problem Formulation 

The equations of motion that govern the time evolution of a multibody system are 

defined in an absolute Cartesian system. The state of the system is described by the 

generalized positions 1 1, , , ,
b b

T
T T T T

n n
q r rε ε =  �  and their time derivatives 

1 1, , , ,
b b

T
T T T T

n n
q r rε ε =  � �� � �� . Here, rj is the absolute position of the center of mass of body j 

and εj is the quaternion used to represent rotation. In the future it is advantageous to use 

angular velocities instead of time derivatives of quaternions. The vector of generalized 



40 

 

velocities 1 1, , , ,
b b

T
T T T T

n n
v r rω ω =  � ��  can be easily related to q�  via a linear mapping 

vqLq )(=� . 

 

It is assumed that the system consists of rigid bodies, meaning that the generalized mass 

matrix M is constant and diagonal. Finally, a set of generalized external forces ),,( vqtfA  is 

considered acting on the bodies. The second order differential equations which govern the 

time evolution of the system can be written in the matrix form ),,( vqtfvM A=�  [19]. The 

following subsections will explain the forms of constraints which can be applied to the 

multibody system. 

4.1.1 Bilateral Constraints 

Bilateral constraints represent kinematic relationships between two rigid bodies in the 

system. For example, spherical joints, prismatic joints, or revolute joints can be expressed as 

holonomic algebraic equations constraining the relative positions of two bodies. A set B of 

constraints leads to a collection of scalar equations Bitqi ∈=Ψ ,0),( , the number of which 

depends on the type of constraints in set B. Bilateral constraints must also be satisfied at the 

velocity level, 0)( =
∂

Ψ∂
+Ψ∇

t
vqL iT

iq , which is obtained from the previous equation by 

taking one time derivative [20]. 
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4.1.2 Unilateral Constraints 

Unilateral constraints enforce contact constraints between rigid bodies in the system. 

It is assumed that a gap function, )(qΦ , can be defined for each pair of near-enough bodies. 

This gap function describes the distance between the closest points on the two bodies of 

interest. For convex, smooth geometries, the gap function is easy to define [21]. Recall that 

the collision detection algorithm described in previous sections was implemented for spheres 

only, and therefore the collision points returned by the collision detection algorithm represent 

the gap function. 

Unilateral contact constraints also introduce friction forces into the system. When a 

contact is active, or 0)( =Φ q , a normal force acts on each of the two bodies at the contact 

point. When a contact is inactive, or 0)( >Φ q , no normal force exists. This represents a 

complementarity problem. Let ni be the normal direction at the contact point, and let ui and wi 

be two vectors in the contact plane such that ni, ui, and wi are mutually orthonormal. The 

frictional contact forces are defined by the multipliers 0ˆ
, ≥niγ , ui ,γ̂ , and wi,γ̂  which lead to 

the normal component of the friction force, iniNi nF ,, γ̂= , and the tangential component of the 

friction force, iwiiuiTi wuF ,,,
ˆˆ γγ += .  The Coulomb friction model is used to write the 

following constraints in Equations (1)-(3) [22]. 

 , ,
ˆ ˆ0, ( ) 0, ( ) 0,

i n i i i n
q qγ γ≥ Φ ≥ Φ =  (1) 

 ( )2 2 2 2

, , , , , , ,
ˆ ˆ ˆ ˆ ˆ ˆ, 0,

i i n i u i w i T i i n i u i w
vµ γ γ γ µ γ γ γ≥ + − + =  (2) 

 , , , ,,
i T i T i T i T

F v F v= −  (3) 
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Equation (1) captures the complementarity condition previously described. Equations 

(2) and (3) relate the magnitude and direction of the friction force to the multipliers and 

tangential velocity of the contact. These remaining equations can be expressed in an 

equivalent manner using the maximum dissipation principle. This frames the Coulomb 

friction model as a minimization problem, which can be seen in Equation (4). 

 

 ( ) ( )
2 2
, , ,

, , , , ,

ˆ ˆ ˆ

ˆ ˆ ˆ ˆ, arg min
i u i w i i n

T

i u i w i T i u i i w iv u w
γ γ µ γ

γ γ γ γ
+ ≤

= +  (4) 

 

The nature of the friction cone can be seen if yet another form of the friction force equations 

is considered. The friction force of the i
th

 contact can be expressed as follows, where ϒ  is a 

cone in three dimensions whose slope is tan
-1
µi. 

 , , , , ,
ˆ ˆ ˆ

i i N i T i n i i u i i w i
F F F n u wγ γ γ= + = + + ∈ ϒ  

 

4.1.3 Overall Model 

At time t, it is assumed that a set of contacts, A, exists between bodies in the system, 

and a set of bilateral constraints, B, is also active. The governing differential equations, 

which assume the form of a differential variational inequality (DVI) problem, are written as 

follows [23]. 
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Figure 4.1: Equations of motion, formulated as differential variational inequality (DVI). 

 

The first equation above represents the transformation between generalized velocities 

and the time derivative of the generalized positions. The second line captures Newton’s 

Second Law, with the applied forces, reaction forces, and frictional forces on the right hand 

side of the equation. The bilateral and unilateral constraints are represented in the third and 

fourth equations respectively. The final equation captures the Coulomb cone friction model, 

stated as an optimization problem.  

4.1.4 Time-Stepping Scheme 

The equations developed in the previous section represent the continuous equations of 

motion. A discretization scheme is required to obtain an approximation of the solution at 

discrete instants in time. The discretized form of the problem is posed as follows, where q
(l)

 

and v
(l)

 represent the position and velocity at time-step t
(l)

 respectively, and the solution is 

desired at the next time-step, t
(l+1)

=t
(l)

+h [24]. 
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Figure 4.2: Discretized form of the governing differential equations. 

 

In the above equations, note the stabilization terms which help stabilize the bilateral 

and contact constraints. This scheme has been shown to converge to the solution of the 

original problem as the step-size tends to zero [25]. 

Methods exist for solving the above problem. However, these approaches in the class 

of direct methods can have worst-case exponential complexity. An alternative is to introduce 

a relaxation to the complementarity constraints, effectively casting the problem as a 

monotone optimization problem. The modified time-stepping scheme will still approach the 

solution of the original problem as the step-size tends to zero [25]. This modified scheme is a 

Cone Complementarity Problem (CCP), and is solved by a method similar to a projected-

Jacobi fixed-point method. The solution is found, in terms of the dual variables (the 

multipliers), by iterating the following equations until convergence.  

 ( ) ( )1 1 1...
i

r r T r r

i i i i i i c
D i Nγ λ γ ωη λ γ+

ϒ
 = Π − + + − = v b  (5) 

 ( ) ( )1

, 1 1...r r T r r

i i i i i i b
b i Nγ λ γ ωη λ γ+  = − + + − = qg v  (6) 
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 1 1 1 1

,

1 1

c bN N

r r r

z z i z

z z

D γ γ+ − + +

= =

 
= + + 

 
∑ ∑ qv M g k�  (7) 

  

Note, in Equation (5), the projection operator ( )⋅Π
iγ  which operates on the triplet of 

multipliers. If the multipliers lie in the friction cone they are not modified. If they lie in the 

polar cone they are set to zero. If they lie outside of either the friction cone or the polar cone 

they are projected orthogonally onto the surface of the friction cone [24].  

In summary, the dynamics of a large multibody system, whose bodies interact 

through contact, friction, and bilateral constraints, can be simulated in time via the CCP 

algorithm previously described. The previous algorithm is implemented on a serial 

computing architecture as described by the pseudo-code in Figure 4.3. 

 

Figure 4.3. Outline of solution procedure for dynamics problem. 
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4.2 Parallel Algorithm 

While the previous serial implementation of the iterative CCP algorithm was efficient 

and powerful, a parallel implementation was desirable to leverage the parallel computing 

power of commodity GPUs. This section describes the parallel implementation of the CCP 

iteration, which works with the parallel collision detection previously described to 

significantly speed up multibody simulations.  

4.2.1 Data Structures 

Special considerations regarding data handling must be made when using GPUs for 

parallelism. For example, care should be taken to minimize overhead caused by repeated 

transfers of large data structures to and from the device. Data structures on the GPU should 

be organized to exploit fast, coalesced memory loads which can only occur if a group of 

threads accesses contiguous memory locations. Additionally, loading data in a four-float 

width is known to be faster than loading data in a three float width, for example. Therefore, it 

is better to pad data to a four-float width even if doing so requires wasting some memory 

space [2].  

Data structures are organized as arrays of floats.  At the beginning of the simulation, 

memory is allocated on the host and device to represent a maximum number of bodies, nb, a 

maximum number of contacts, nc, and a maximum number of bilateral, or scalar, constraints, 

ns. Four important data buffers are used in the simulation, the body buffer, the contact buffer, 

the constraint buffer, and the reduction buffer. The size of the body buffer is 

7*nb*sizeof(float4), the size of the contact buffer is 11*nc*sizeof(float4), and the size of the 
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constraint buffer is 6*ns*sizeof(float4). Data in each buffer is stored in a single array, with all 

data of a given row (as seen in the figures below) grouped together. In this manner, data can 

be loaded in a coalesced manner. Figure 4.4, Figure 4.5, and Figure 4.6 show a convenient 

abstraction of the data structures to understand the information held in each buffer. 

 

Figure 4.4: Data contents of body buffer. 

 

Figure 4.5: Data contents of bilateral constraint buffer. 
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Figure 4.6: Data contents of contact buffer. 

4.2.2 Important Parallel Kernels 

Solution of the CCP problem proceeds as a collection of functions, or kernels, which 

are executed on the GPU. First, some pre-processing steps are executed. Applied forces are 

calculated in a body-parallel fashion, and contacts are preprocessed in a contact-parallel 

fashion to compute the normal direction and friction plane directions. Next, the inner 

iteration loop is entered and a series of four kernels is executed until convergence. In a 

contact-parallel manner, the unilateral constraints are processed. In a constraint-parallel 

manner, the bilateral constraints are processed. In a reduction-slot-parallel manner, speed 

updates are summed to a single resultant per body. Finally, in a body-parallel manner, speed 

updates are applied to each body. Once a certain number of iterations have been performed or 

convergence has been achieved, a final step consists of integrating forward in time in a body-

parallel way. Details of the parallel reduction of speed-updates can be found in [20]. Pseudo-
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code for the parallel implementation can be seen in Figure 4.7. Details regarding data 

structures and computational flow of the parallel implementation can also be found in [20]. 

 

 

Figure 4.7: Outline of parallel kernels required for solution of dynamics problem. 
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Chapter 5 

Tracked Vehicle Simulation 

5 Tracked Vehicle Simulation 

With the two most computationally intensive portions of the multibody dynamics 

simulation implemented in parallel, a tracked vehicle simulation can be performed. Tracked 

vehicles are commonly used in scenarios which require a high level of mobility over rough 

terrain. For example, tracked vehicles are commonly used by the military, i.e. tracked tanks, 

and by the construction industry, i.e. plows and excavators. The geometry for the tracked 

vehicle simulated in this work is derived from that of a large excavator from P&H Mining 

Equipment. The geometry and topology is meant to be representative of a possible tracked 

vehicle in order to demonstrate this simulation capability. Therefore, the results of these 

simulations serve to demonstrate the types of possible simulations and outputs which could 

be generated given a complete model of interest. 

The simulations performed for this work were done using the multibody dynamics 

engine Chrono::Engine, developed jointly by Professor Alessandro Tasora at the University 

of Parma, Italy, and the Simulation Based Engineering Laboratory at the University of 

Wisconsin – Madison. Note that both the parallel collision detection and parallel LCP solver 

were implemented in Chrono::Engine and used to perform these simulations.  

5.1 Creation of Collision Geometry 

The tracked vehicle considered here consisted of five main components.  
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• Front idler 

• Drive sprocket 

• Bottom road wheel 

• Top roller 

• Track shoe 

 

 

Figure 5.1. Workflow for creating sphere-set collision geometry from native parasolid. 

 

For each part, the following work flow was performed. The parts existed natively as 

parasolid *.x_t files. The parasolid geometry file was imported into SolidWorks. It was found 

that, in general, the geometries were not created around the global coordinate frame origin. 

Therefore, it was necessary to re-center the geometry at the global coordinate frame to allow 

the spherical decomposition to proceed correctly. The geometry was translated until the 

center of mass, as computed by SolidWorks, coincided with the global origin. Then, the part 

was exported in the IGES file format. The IGES file was imported into Cubit. A mesh seed 

was selected and applied, and the triangular mesh was generated. The mesh was exported 
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from Cubit as an Abaqus *.inp file. This file was converted to a wavefront *.obj file with a 

custom Matlab script. Finally, the sphere-fitting was performed on the triangles of the mesh, 

including the refinement stage as necessary. Figure 5.1 summarizes the workflow, where the 

boxes represent the tools (SolidWorks, Matlab, etc.) and the arrows define the file formats 

used when moving between steps. The original geometries and associated collision geometry 

sphere-sets can be seen in the following figures.  

 

Figure 5.2: Front idler as represented in SolidWorks, and as collision detection sphere-set containing 

38,776 spheres. 
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Figure 5.3: Drive sprocket as represented in SolidWorks, and as collision detection sphere-set containing 

70,142 spheres. 

 

 

Figure 5.4: Bottom road wheel as represented in SolidWorks, and as collision detection sphere-set 

containing 15,112 spheres. 
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Figure 5.5: Top roller as represented in SolidWorks, and as collision detection sphere-set containing 

6,540 spheres. 

 

 

Figure 5.6: Track shoe as represented in SolidWorks, and as collision detection sphere-set containing 

30,235 spheres.  

5.2 Creation of Vehicle Model 

With collision detection models of all geometry components, the next step was 

building the model of the tracked vehicle. The general topology of each side of the track was 

assumed as follows. First, five bottom road wheels and three top rollers are connected to the 

body of the vehicle by revolute joints. One drive sprocket is connected to the body by a 

revolute joint and is driven with a constant angular velocity. One front idler is connected to 
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the vehicle body by a revolute joint, but is also allowed to move linearly in the plane of the 

track. A spring force is applied to the front idler to take up slack in the track. A total of 46 

track shoes are wrapped around the wheels, idler, and sprocket. The topology of the track can 

be seen in Figure 5.7. 

 

Figure 5.7: Topology of single track. 

 

The dimensions of the track can be seen in Figure 5.8. Note that fourteen track shoes 

are placed in a line along both the top and the bottom. Nine track shoes are placed in an arc 

on each end. The angle between adjacent shoes in each arc is 18 degrees in the initial 

configuration. 
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Figure 5.8: Initial configuration of a single track. 

 

5.3 Simulation on Rigid Terrain 

Before developing the granular terrain model, the track model was tested by 

performing several simulations on rigid terrain. Several terrain models were used for testing, 

including a rigid plane, a rigid sphere-set plane, and a rigid sphere-set with some elevation 

changes. The rigid plane was created as a mathematical description of an x-z plane at y=0 

such that all contact points are exactly on the plane and all collision normals are in the +y 

direction. The rigid flat sphere-set was created by generating a sphere-set for a meshed plane. 

The bumpy rigid sphere-set was created in a two step process. First, a profile capturing the 

changing elevation in the x-y plane was created and extruded in the z-direction, creating the 
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surface profile. Second, the surface profile was meshed and a sphere-set was generated using 

spherical decomposition. The flat and bumpy rigid terrain models can be seen in Figure 5.9. 

For these simulations a single track was used, representing a half-vehicle model. The track 

was initialized to the configuration seen in Figure 5.8, and then placed in a vertical position 

such that there was no initial contact between the track shoes and the terrain. When the 

simulation starts, the track falls to the ground as the tensioner extends to take up slack in the 

track. 

 

 

Figure 5.9: Images of flat and bumpy rigid sphere-set terrain models. 

5.4 Output and Post-processing 

The three rigid terrain simulations were performed with a time step of 0.005 seconds 

for 1000 time steps, representing 5 seconds of simulation. At each time step the position and 

orientation of each body in the track model was saved. The goal of these simulations was to 

ensure that the track model was operating correctly. Most importantly, the initial conditions, 

tensioner action, and drive sprocket operation were checked in a qualitative sense. The output 
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data was post-processed by rendering each frame of each simulation in POV-Ray, a ray-

tracing program [26]. The resulting images were compiled into an animation of the 

simulation. Snapshots from the flat and bumpy sphere set terrain simulations can be seen in 

Figure 5.10. 

 

 

Figure 5.10: Snapshot from flat and bumpy rigid sphere-set terrain simulations. 

 

The vertical position of several of the track shoes was also tracked over the course of 

the simulation. Figure 5.11 shows the vertical position of six bodies in the simulation on the 

rigid plane terrain. The bodies are track shoes which are on the bottom of the track in the 

initial configuration. The figure shows some important components of the simulation. First, 

some dynamic oscillations occur during the first 1.5 seconds of the simulation as the track 

settles on the terrain and tension is induced in the track. Next, the track shoes have a constant 

vertical position corresponding to the flat plane when they are on the bottom of the track. 

Finally, the motion of the shoes as they are picked up by the drive sprocket at the rear of the 

track can also be seen. At about 3.5 seconds into the simulation, body 22 begins rising as it 
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passes around the drive sprocket. Shortly thereafter body 23 and then body 24 can be seen to 

do the same. 

 

Figure 5.11: Vertical position of several track shoes over time for rigid plane terrain simulation. 

 

A final test was performed with the single track model on rigid terrain. Identical 5 

second long simulations were performed on the bumpy terrain profile using the parallel GPU 

solver and then the serial CPU implementation of the same solver. In both cases GPU 

collision detection was used. For both simulations the total time required for the 5 second 

simulation was recorded. The CPU simulation took 15.72 hours, while the GPU simulation 

required only 3.07 hours. Therefore, for this simulation, the GPU implementation was 5.12 

times faster than the CPU implementation when both used the GPU collision detection. 

 



60 

 

Chapter 6 

Granular Terrain Model 

6 Granular Terrain Model 

A granular terrain model is important for the simulation of ground vehicles in off-road 

environments. Several constraints guided the development of the terrain model. The collision 

detection was implemented for spherical geometry so all particles were considered to be 

spheres. The targeted dynamics simulation environment, Chrono::Engine, was a system for 

simulating rigid bodies with contact and friction but without cohesion or other effects. 

Therefore, the terrain model consisted of rigid spheres interacting through dry friction, an 

example of which can be seen in Figure 6.1.  

 

 

Figure 6.1: Example of a granular terrain model composed of rigid spheres. 
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Two separate components of the terrain model were considered. First, preprocessing 

was required to generate appropriate granular terrain data sets on which to simulate tracked 

vehicles. Second, a methodology was required to manage the terrain model during the course 

of the dynamics simulation.  

6.1 Terrain Preprocessing 

Before performing a simulation with granular terrain, the terrain profile of interest must 

be processed to generate an appropriate granular model. The entire simulation domain must 

be filled with particles while possibly matching a predefined 3D profile. The end result of the 

preprocessing stage should be the global positions and radii of all the spheres in a 

representative granular terrain at the start of a vehicle simulation. Several methods were 

considered to generate useful terrain data. 

6.1.1 Random Filling 

The first method for generating terrain data was random filling of the simulation 

environment. Spheres can be created in a simulation environment at random positions in the 

domain of interest. After the spheres are allowed to settle to resting positions, a tracked 

vehicle simulation can be performed. To accomplish this, a separate preprocessing simulation 

was performed. Some boundary geometry was created to contain the granular material during 

the simulation. Spheres were created at random positions above the boundary geometry and 

allowed to fall. After it was determined that the spheres had settled, the locations of the 

spheres were saved and the simulation was stopped. The saved data file could later be used to 

load terrain particles at the start of a vehicle simulation.  
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6.1.2 Mesh Based Model 

An alternative method was created to allow for better control over the surface profile 

of the granular terrain model. Here, it was assumed that the terrain profile of interest was 

defined in a rectangular mesh. In other words, the input data contained the elevation of the 

terrain profile at regular intervals in the plane of the terrain. With the input data defined on a 

rectangular grid, it was possible to re-sample the terrain data to obtain points with uniform 

spacing in both plane directions. Then, a sphere could be placed at each node point in the 

grid. An example of a rectangular terrain mesh and the associated granular terrain model can 

be seen in Figure 6.2. To create depth in the granular terrain model, the grid would be offset 

in the elevation direction to add deeper layers of particles. Layers with different sized 

particles could be created by re-sampling the mesh at different intervals. 
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Figure 6.2: Comparison of original mesh and derived granular terrain model. 

 

 

6.1.3 Heightmap Based Model 

A final method was created, providing an alternative method of inputting terrain 

profile data. In this case, it was assumed that terrain elevation data was embedded in a 

heightmap image file. A heightmap is a gray-scale image which represents elevation as 

shades of gray. The lowest elevations are given a value of 0 (black), while highest elevations 

are given a value of 1 (white). As in the case of the mesh based model, the heightmap can be 



64 

 

sampled at uniform intervals to create particles of a certain size. Because the heightmap data 

is normalized, the desired range of physical elevations must be known, so the elevations can 

be scaled appropriately. For example, assume that a given heightmap image corresponds to a 

terrain profile where the difference in elevation between the lowest and highest points is 

known to be h. The elevation at any location can be computed by multiplying the 

dimensionless elevation (between 0 and 1) by h. As in the previous model, different layers of 

the granular terrain can be created by offsetting the sphere positions appropriately. Layers of 

particles of different sizes can be created by re-sampling the heightmap data on different 

intervals. 

 

Figure 6.3: Comparison of heightmap image (right) and derived granular terrain model (left). Note that 

the white arrows define the alignment between the terrain model and the heightmap. 
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6.2 Terrain Model in Dynamics Simulations 

With a granular terrain model of the entire simulation domain of interest, care must be 

taken when performing the dynamics simulation of tracked vehicles over granular terrain. 

The model must accurately capture the surface profile of the appropriate terrain. The terrain 

should be as fine-grained as possible to best represent real world gravel or sand-type terrain. 

Finally, the current simulation environment limits the number of rigid bodies which can be 

simulated in a single simulation to about 1 million.  

Consider a tracked vehicle moving over granular terrain. The faster the vehicle is 

traveling, the longer the required terrain profile for a fixed length simulation. For example, a 

vehicle traveling at 15 mph for 15 seconds covers 330 feet. If the terrain profile has a width 

of about 20 feet, the 1 million usable particles would be exhausted in a single layer of 

particles of 1 inch diameter. This example illustrates the way in which the limit on the 

number of rigid bodies in the simulation can limit the length of usable terrain profiles. 

Additionally, it becomes obvious that particles very far from the vehicle are relatively 

unimportant and have no impact on the dynamics of the vehicle. Therefore, a method called 

moving bounding-box terrain modeling was developed to allow higher fidelity terrain models 

to be used in the vicinity of the vehicle while reducing the wasted computational effort 

associated with simulating particles far from the vehicle. This method is described in the 

following sections. 
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6.2.1 Description of Model 

The goal of the granular terrain model in the dynamics simulation was to dedicate as 

many rigid bodies to the terrain as possible while allowing long terrain profiles and 

eliminating wasted computational effort. To achieve this, a moving bounding box approach 

was utilized. A large terrain profile is preprocessed as described in previous sections, 

creating a granular terrain model with possibly many millions of bodies. A bounding box is 

attached to the vehicle in the simulation. Only those particles which fall completely within 

the bounding box are created as rigid bodies in the simulation. Those particles which 

intersect the box are fixed in space and are used to contain the active particles. Those 

particles which lie completely outside the bounding box are stored in a separate, more 

memory efficient data structure so they can be activated if necessary as the vehicle and 

associated bounding box move in space. In this manner, only some subset of the original 

terrain particles is active at any instant. This allows finer-grained particles and avoids 

simulating particles far from the area of interest where the vehicle is interacting with the 

terrain. See Figure 6.4 for an example of the bounding box concept. 
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Figure 6.4: Example of bounding box terrain model. The granular terrain model on the left contains 

284,715 particles, while the bounding box on the right contains an average of 90,000 particles. 

 

6.2.2 Implementation 

The granular terrain model was implemented in Chrono::Engine simulations through 

an auxiliary class called GranularTerrain. The GranularTerrain class used terrain data as 

created in the preprocessing step described in Section 7.1. The terrain data is loaded from a 

file into the data structure of the GranularTerrain class. At each simulation time step, the 

GranularTerrain class is updated. In each update, the active bodies are scanned first, and the 

inactive bodies are scanned second. If any active body has moved outside of the bounding 

box it is removed from the simulation. If any inactive body has moved into the bounding box, 

it is added to the simulation. Any body which is intersecting the bounding box is set fixed to 

contain the active bodies. The entire terrain data structure is maintained throughout the 

simulation. In other words, the effect of the vehicle on the terrain is persistent, even if the 

vehicle moves away and returns, causing particles to re-activate.  
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6.3 Selecting Particle Size and Properties 

Several factors are important when considering particle size and properties. Most 

importantly, the terrain model should reflect physical terrain as accurately as possible. 

However, some approximations are necessary. For example, in the current implementation 

the terrain particles are idealized as spheres to allow for fast collision detection. Work is 

currently under way to support ellipsoidal geometry in addition to simple spheres. 

Additionally, recall the one million bodies per simulation limit imposed by the computing 

hardware. When considering a realistic volume of granular terrain such as sand, the number 

of particles could easily exceed one billion. Therefore, particles are artificially large to fit 

within simulation size requirements. With over-sized particles, determination of appropriate 

mass and coefficient of friction values is also difficult. Currently, mass and friction values 

are simply estimated by intuition. Finally, the initial particle configuration can have a large 

effect on the granular dynamics. The initial packing and range of radii directly affects the 

dynamics of the terrain as it is loaded. Future work may allow for better terrain property 

identification, but such work is beyond the scope of this document.  
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Chapter 7 

Numerical Experiments 

7 Numerical Experiments 

With the track model and granular terrain model developed independently, the next step 

was combining the two models and performing a tracked vehicle simulation on granular 

terrain. Here, the moving bounding box of the terrain model was tied to the center of the 

track model. In this manner, active terrain particles were centered around the tracked vehicle. 

Simulations were performed in this section with the goal of testing the full tracked vehicle 

model and its interaction with a granular terrain model.  

7.1 Description of Model 

The track model used in these numerical experiments was identical to that used when 

testing the track model in isolation (see Figure 5.8). However, in these experiments, a full 

track model was simulated including two tracks connected rigidly to the main body of the 

vehicle. The center plane of each track was offset from the midplane of the vehicle by a 

distance of 1.5 meters. With two tracks, the collision geometry of the vehicle contained 

3,189,816 spheres to be checked for collisions. 

The first terrain model used in these experiments was created from a heightmap image. 

The model contained 284,715 particles in total, split evenly between 5 layers. Each particle 

had an identical radius of 0.027273 m. A portion of the terrain model can be seen in Figure 

7.1. 
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Figure 7.1: Granular terrain model used in double track simulation. 

 

 The second terrain model was generated by random filling. The model contained 

467,100 particles. The model was first randomly filled with spheres, resulting in a flat terrain 

profile. In a second pre-processing step, more spheres were randomly added in a subsection 

of the terrain profile, resulting in a speed bump-like feature in the terrain profile. The radius 

of the particles was randomly distributed between 0.0225 m and 0.0275 m. 

 

7.2 Description of Simulations 

In the first experiment, both driving sprockets were given identical constant angular 

velocities of 1.0 radians/sec. The center of the vehicle was given an initial height of 1.85 m to 

ensure no initial contact between the track bodies and the terrain particles. The initial 
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configuration of the simulation can be seen in Figure 7.1. Each time step was 0.005 seconds, 

and the simulation was 12 seconds long. 

 

 

Figure 7.2. Initial configuration of double track simulation on granular terrain. 

 

In the second experiment, the driving sprockets were given constant angular velocities of 1.0 

radian/sec. The second terrain profile based on random filling was used. Each time step was 

0.005 seconds, and the simulation was 10.3 seconds long. 

 

7.3 Analysis of Results 

At each time step of the first double track simulation, the position and orientation of 

the center of mass of each body in the simulation was recorded. The 12 second long 

simulation took 18 hours and 32 minutes to finish, so each time step took, on average, 27.75 



72 

 

seconds. In post-processing, an animation of the simulation was rendered. By inspecting the 

animation, the granular nature of the terrain was observed.  

 

Figure 7.3. Snapshot of double track simulation, showing disturbed state of terrain. 

 

For example, Figure 7.3 shows the disturbed state of the terrain after the vehicle has 

passed by. The track depressed the terrain when passing over a small hill, resulting in more 

tightly packed terrain particles.  
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Figure 7.4. Positions of four track shoes during double track simulation on granular terrain. 

 

The settling of the track can also be observed when considering the positions of the 

track shoes while on the bottom of the track. Figure 7.4 shows the positions over time of four 

consecutive track shoes on one of the tracks. The initial sharp drop in vertical position was a 

result of the track falling until it first contacted the terrain. At this point, shoes 1 through 4 

are distributed around the front idler and begin moving down towards the bottom span of the 

track. At about 3.5 seconds into the simulation, the vehicle pitches forward due to the terrain 

profile and shoes 1 through 4, now at the front of the bottom span of the track, contact the 

terrain at nearly the same time. Recalling that the angular velocity of the driving gear is low, 

it can be assumed that there was little slip in the driving direction. This assumption was 

verified qualitatively by observing the rendered animation of the simulation. With no slip, the 

vertical position of a track shoe would be constant if the terrain was rigid. Therefore, any 

change in vertical position over time can be attributed to sinkage in the granular terrain. This 

sinkage can be observed in Figure 7.4, where the positions of the track shoes attain a slight 
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downward slope at about 6 seconds into the simulation. Each shoe is then picked up in order 

by the drive sprocket to pass to the top span of the track.  

In the second experiment, the positions and orientations of all bodies in the simulation 

were recorded. Additionally, the reaction forces and moments associated with all bilateral 

constraints were recorded. The ten second long simulation took 20 hours and 32 minutes to 

finish, for an average time of 35.8 seconds required per time step. 

In this simulation, reaction forces were considered. Figure 7.5 shows the vertical 

reaction force in the forward-most road wheel of the left track. The force is expressed in the 

coordinate frame of the vehicle body. The original data was very noisy, so a simple Gaussian 

filter was used to allow easier interpretation of results. The vertical reaction force drops to 

zero after the forward-most road wheel passes the top of the bump, at which point the other 

road wheels take up more vertical force. At about 8 seconds into the simulation, the vehicle 

pitches forward over the top of the bump. As the front road wheel contacts the ground, the 

vertical reaction force spikes, as expected.  

Additional data can be obtained from the second test simulation related to the torque 

required to maintain constant angular velocity of the driving sprocket. The reaction torque in 

the coordinate frame of the vehicle body can be seen, after filtering, in Figure 7.6. 
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Figure 7.5: Vertical reaction in forward-most road wheel (after Gaussian filter) 

 

 

 

Figure 7.6: Reaction torque in axis of rotation of driving sprocket. 
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Chapter 8 

Conclusions and Future Work 

8 Conclusions and Future Work 

This work described developments that expand simulation capabilities in multibody 

dynamics. The dynamics problem has been formulated as a cone complementarity problem 

which scales linearly with the number of bodies in the current parallel implementation. The 

collision detection problem has also been implemented to run on parallel computing 

hardware. With a new formulation of the problem and powerful parallel hardware, dynamic 

simulations with up to 1 million bodies have been performed. Additionally, a spherical 

decomposition method has been implemented which represents complex geometry as a union 

of spheres. In this manner, fast parallel collision detection can be done for arbitrary complex 

geometries. Finally, several methods have been introduced for creating granular terrain 

models from varying input types. These developments have directly resulted in the ability to 

simulate complex tracked vehicles operating on granular terrain. 

Ongoing work will seek to improve upon the work presented here in several important 

ways. First, the capability of the dynamics portion of the simulation currently lags behind the 

collision detection portion by several orders of magnitude. To address this issue, the solution 

of the dynamics problem will be implemented to run on multiple GPUs rather than a single 

GPU as in the current implementation. Next, the speed of convergence for large systems will 

be improved upon by utilizing an algebraic multi-grid (AMG) approach. The AMG approach 

will also address convergence issues when simulating systems with large mass ratios between 
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the largest and smallest bodies. For example, the masses of the bodies in the tracked vehicle 

simulations are limited to unrealistic values because the actual ratio of the mass of a track 

shoe to that of a terrain particle is too large and leads to divergence without AMG. Finally, a 

cluster of GPU machines capable of 21 Teraflops will be deployed to further increase the size 

of tractable problems. In terms of tangential work, the multibody dynamics solution 

presented here will be combined with a smoothed-particle hydrodynamics code to pursue 

blast simulation.  

In conclusion, the simulation capability developed in this thesis enables, for the first 

time, investigation of vehicle-terrain interaction on a per-terrain-particle scale. Specific 

contributions of the author include the following: 

• Preliminary implementation of GPU collision detection 

• Spherical decomposition method for approximating complex collision geometry for 

use in GPU collision detection 

• Method to reduce redundant contacts between compound bodies to an acceptable 

number 

• Several methods of generating granular terrain profiles from various input sources 

• Moving bounding box approach for terrain simulation 

• Extraction of reaction forces from GPU dynamics solver 

 Future developments based on this work will allow the particle size in granular terrain 

simulations to approach that of real-world sand. Simulating tracked vehicles operating on 

granular terrain will assist designers and analysts as they seek to optimize future vehicle 

designs. 
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